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Wwht: RE

1 About this Project

AREBMNKEILT —ANATH% (decoder-only) Z#69 H R Transformer & 524, 4K
&t A # LLaMA A 89 24 LLaMA (2023) o #= GPT % 7| —#f, LLaMA # A 4.2 Decoder-
only ZAH), {2255 AT A THEM T —m#t, thim:

1. Pre-normalization [GPT3]. & T 42 & )| 44452 £, LLaMA 3 £/ transformer ¥ & 69 it \
#4792 —4L, 1% Al RMSNorm )2 —f & £, Pre-normalization B Zhang #= Sennrich (2019)
FIN. 1% ] RMSNorm #9448 & 7 fl it HAF K69 341E, R ERF T 40%

2. FFN_SWiGLU [PaLM]. £#) & A4 & e 1, LA THRF FEIN EARFERT, K
R LA K ZAEN 24d R AAE PaLM # X ¥ 49 4d, FH¥ RelU ##4 SiLU
[Shazeer,2020] # &, 31 NAR S AL,

3. Rotary Embeddings [GPTNeo]. #7A!#94 AR H1% F] positional embeddings, & /& K
%09 &— &R/ T positional embeddings (RoPE), RoPE 7 & ® Su F A (2021) 3|\,


https://qsdong-bupt.github.io/posts/Projects/LLM_Pre-Training/
https://arxiv.org/abs/2302.13971
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SRR /AN BN

AW B & LK I MR # PyTorch M & 49 nn.Linear. nn.Embedding % & &3k, A
W (BRME. BANE, F—E, EEAMNA. ATRREE) HMEREFHER,
A Transformer 44 :

» RMSNorm: ¥ 74k &7 —1, # K& %48 LayerNorm

» RoPE (Rotary Position Embedding) : 7% 44z & %345

» SWiGLU: 1% Al SiLU i & o £ 69 171 42 AT 15 F 2%

» Pre-Norm: 72735 7]/FFN Z AT#E4T 12 — 4L 895k £ 45244

BPE %3 % : A F GPT-2 A #& &9 Byte-Pair Encoding $ %, X 4# 8 & Uik K
THNGRAL: 0.5 AdamW KB . RIZEFIERE. BERT . HERBRF IS LAR
% 3

I B AXAL4% T basics/ B KT, P feAL3k 2027 8] model/. train/. tokenizer/. inference/
£FHEF,

2 Create a Virtual Environment

2.1 ERUIRELE
M B A% B Python & AIRI%E IR A, BMIAFAZTABARB KT .venv/ X F,

# )L EINIRSE
python -m venv .venv

# sxEmaazrse (Windows PowerShell)
.\.venv\Scripts\Activate.psl

# sxsEmamzrse (Windows CMD)
.venv\Scripts\activate.bat

# sxsFEmasEzrse (Linux / mac0S)
source .venv/bin/activate

2.2 A% AR H

2‘;\?4.

wre mA M

B AER
numpy =124 A H
wandb  latest S£ISR¥IEEHH ETFE

N

torch =20 K

tqdm latest #E &2

regex latest SR ENERZEX (HF%)


basics/
.venv/

ARG, A Ri&
pickle HWE L&A HAN &7 710

ES T8

pip install torch numpy wandb tqdm regex

3 Dataset
« iE#t: OpenWebText (OWT), 2t 1,458,472,895 /> token (%) 14.58 1C)
« AL : R4EL A — BPE %4 — token ID 57| — R 4& 4 PyTorch K&
o L AF:
» basics/data/owt_32768_ids_train.pkl — | %%
» basics/data/owt_32768_ids_valid.pkl — 3£ %

4 Tokenizer

4.1 BPE %
A basics/tokenizer/train_bpe.py

BPE (Byte-Pair Encoding) %15 % il 4742 :

1. ARREC & A 256 NEFT (0-255) A Ak, Ao E4FskARie (4o <|endoftext|>)
2. #4013 (Pre-tokenization) : 1£ J/l GPT-2 X A& &9 iE ] & X X 247 444]

“(?7:[sdmt]|ll|ve|re) | ?2\p{L}+| ?\p{N}+| 2["\s\p{LI\p{N}I+|\s+(?!\S)|\s+

ZEMNRGELLEE, FHFI HFFI AREFTREQFH.

3. N PEIR:
o Gt PR ABALR token X A93RE (pair counts)
« 4P R @ % 5| pair_to_tokens, F I O(1) EX % # R token
o BRBEFIMF R G token A AT A
o PR TN PR K
o R F M) token Fo pair 74
- THAFEAKE ARKND
4. AR T A PO E R RN A 32768

AN 7

# ass1e: vocab[0..255] = #3%; pair counts sitsrAHIELBTIAE
# pair_to_tokens: mms3l, 0(1l) &3k =&L9mey token
while len(vocab) < vocab size:

if not pair counts:


basics/data/owt_32768_ids_train.pkl
basics/data/owt_32768_ids_valid.pkl
basics/tokenizer/train_bpe.py

break
# HEITERFEY palr, FREFHHFRAN
max_count = max(pair_counts.values())
candidates = [k for k, v in pair counts.items() if v == max count]
best pair = max(candidates)
merges.append(best pair)
new token bytes = best pair[0] + best pair[1l]
vocab[current next id] = new_token bytes
current next id += 1

# 0(1) sxma&#z9a tokens, =# pair counts # token frequency table
affected tokens = list(pair to tokens.get(best pair, [1))
for token in affected tokens:
freq = token frequency table.get(token, 0)
if freq == 0:
continue
# A palr _counts =i token wysTH
for i in range(len(token) - 1):
p = (token[i], token[i+1])
pair_counts[p] -= freq
pair to tokens[p].discard(token)
if pair counts[p] <= 0:
del pair_counts[p]
# &3+ best pair E®E#FHIMm
new_token seq = merge token sequence(token, best pair, new_token bytes)
for i in range(len(new_token seq) - 1):
p = (new token seq[i], new token seq[i+1])
pair_counts[p] += freq
pair to tokens[p].add(new token seq)
del token frequency table[token]
token_frequency table[new token seq] += freq

4.2 Tokenizer %
L AF:  basics/tokenizer/tokenizer.py

« encode(text): E N5 #| — %73 BPE 47 — token ID & 3%
« decode(ids): ID — bytes #f4%& — UTF-8 f#45
« BPE4& 4: MO hmBuiEAHITE A, BRELTH

class Tokenizer:
def get bpe merges(self, piece: bytes) -> List[bytes]:
parts = [bytes([b]) for b in piece] # B IIR
while len(parts) > 1:


basics/tokenizer/tokenizer.py

pairs = set()
for i in range(len(parts) - 1):
pair = (parts[i], parts[i+1])
if pair in self.merges set:
pairs.add(pair)
if not pairs:
break
# #I3F merges TLARLRE (RFEWEI) @ pair
best pair = min(pairs, key=lambda p: self.merges priority map[pl])
# &2 best pair
new parts = []

i=0
while i < len(parts):
if i < len(parts)-1 and (parts[i], parts[i+1]) == best pair:
new parts.append(parts[i] + parts[i+1])
i+4=2
else:
new parts.append(parts[i])
i+=1

parts = new parts
return parts

def encode(self, text: str) -> List[int]:
if not text:
return []
chunks = regex.split('|'.join(map(regex.escape, self.special tokens)),
text)
final ids = []
bpe cache = {}
for chunk in chunks:
if not chunk:
continue
if chunk in self.special tokens:
final ids.append(self.bytes to id[chunk.encode('utf-8')])
else:
for word in regex.findall(PAT, chunk):
if word not in bpe cache:
bpe cache[word] = self. get bpe merges(word.encode('utf-8"))
for b in bpe cache[word]:
final ids.append(self.bytes to id[b])
return final ids

def decode(self, token ids: List[int]) -> str:



all bytes = b''.join(self.vocab[id] for id in token ids)
return all bytes.decode('utf-8', errors='replace')

4.3 F A ImAD
L fF: basics/tokenizer/encode_data.py

TR A LA LA %A A token ID K2, HRAH . pkl AR ZR4E A o

5 Model
% A HAK I A K B decoder-only Transformer ( £ Llama), ®# N J&. % A Transformer 3% .
K2 RMSNorm #= LM k2B, VAT & —AB &Mt

5.1 S Amas i

HAVVFAY 2 W 2569 B 692 A T RB| — A%, AR A 484 Lag & RF. 22,
Jo RAESFCOXER Y, THAFEEA LIS RF I B R AEE E M IR
JE o R ELH KRR

RE LR A R IS 7 ik Xavier #1454 A2 He #4540,

Xavier #1444 (Glorot Initialization)

Xavier #1454 ® Xavier Glorot #= Yoshua Bengio £ 2010 42 . €O &R ZEFEHE—
BSEALR T e R e AR R A T £, AR @A R s P RE T L. Xavier 5L
i ] T Sigmoid. Tanh %3 #R%E &

Xavier #1454L38 & A B Fr o0 A5 X:
« 3457 (Uniform) R E MK G50 Ul—r,r] #RH, P

- 6
~\/ fan,,, + fan,,,

B phtr A O 2 KR fan,, R—ER%MANETIE, fan,,, A
W AHE,

« EA5 (Normal) EMIMEH 0. FREEN o GESHH P RE, LP:

/ 2
7= fan;, + fan,,;

XAGTHELZT R, REHTEZRSTRRERY L, £ F fan R TR — R4V 2 TH

fan’

X

g

Zo

IAERERAE: BRI FERMA R B E T E, Xavier WIS ABEES EZH
RE| AR5, BIFETHTEZRINAAER P RR, CRELRAK

He #7456/t (Kaiming Initialization)


basics/tokenizer/encode_data.py

He #1454 ¥ Kaiming He (FTIULBA, 5% £ M &L R AR E69) £ 2015 5428, 4H3f Xavier
WA ReLU i b 8 EHOR A£G PR, He W46LF [T BT RelU R 78E H 4L

ReLU b & f(z) = max(0,z) B94FH 2, C2¥A RMAILA 0. XHIRT Xavier 745
PCPTAR AR 9“8 & By K TR SRR, HFHRH—F WAV ETHHE A 0, ARAE
Thdbeys £,

He #45L% /& 8] ReLU W —F M9 NE AR, I EFMmb 7 2/mF. ATAMERX— &,
He #4502+ H 77 20 3INT —/NEF 2, HAE3 5 Xavier #1451 — 2

« ¥4 5% (Uniform) RE MK G5 Ul—r,r] #RF, P

6

fan;,

r =

« EA5H (Normal) EMRAR 0. IREEZAN o GESHH PR, HP:

2
fan,,

g =

Z P vA Kaiming #1461 A % JE fan,,, B A C L EA @44, A R@EEFGHRE SR
Vo

5 3o P AR A AR

o BHAME: N(u=0,0%=0.022), SEERHE +30 LA,
« AMERE: N(u=0,0%=0.022), CEMRF L £30 LA,
« RMSNorm B Z : 1

5.2 Embedding
L AF: basics/model/embedding.py

N EI token ID Bt A48 % ) & o A K ILAE A B 2 XL 49 nn.Parameter 4£[%, #3E PyTorch
P & &9 nn.Embedding:

« MEHEM: KA [vocab size, d model] &9 7T 9%k A 4L
o AL 4E A BB ES S A (Truncated Normal), #7/ £ o = 0.02, #EFTEHE [—30,30]
o ATfEHE: 8L & 5] £ 4K embedding matrix[token ids] FRIR#E A G E

AN LEB BT EESHDH? HEEASPHAELETUAZAAHEERNGME (0 +40 £ %
+50), X FHHEMAEFH Y token AT EAIETEHE KR, BEEH AP HRFET
KEGALE, HALAT LRI A9 A0 iR BT 2] [—30,30] B, LA 99.7% 694 AL
ARG, RNEAN LI KZE T 24T 30 = 0.06—A8 Y T An4s# NAe T A LI,
WA FAL R A0AE R o 0 = 0.02 2 GPT A3 (GPT-2/3) BRI &I A, &ML A
MIENEY G — N E BRI R SN m Aol R R E AR B, A A S b 49 logits 4
WK, softmax WK 5, XK A KM log(vocab_size) FH L 745 (A B354 K
A 32768, F 297 In(32768) ~ 10.4).

10


basics/model/embedding.py

B F erfinv R X # bfloatle, #4EILIE float32 A T T jc Bé ek BARK A,

class EmbeddingModule(nn.Module):
def init (self, vocab size, d model, device=None, dtype=torch.bfloatl6):

super(). init ()

temp matrix = torch.empty(vocab size, d model, device=device,
dtype=torch.float32)
std = 0.02

torch.nn.init.trunc normal (temp matrix, std=std, a=-3*std, b=3*std)
self.embedding matrix = nn.Parameter(temp matrix.to(dtype))

def forward(self, token ids: torch.Tensor) -> torch.Tensor:
return self.embedding matrix[token ids]

5.3 Linear
A basics/model/Linear.py

B & X &M EH X PyTorch 49 nn.Linear:

c ATEEE: y=aWT +0b

- MERIE: EERH, A0, FEE 0 =0.02
C BB AR U(——A, L)

o AHFTrd9mE (bias=True/False)

class Linear(nn.Module):
def init (self, in features, out features, device=None, dtype=None,

bias=True):
super(). init ()
self.weight = nn.Parameter(torch.empty(out features, in features,
device=device, dtype=dtype))
self.bias = nn.Parameter(torch.empty(out features, device=device,

dtype=dtype)) if bias else None
self. init weight()

def init weight(self):

std = 0.02

with torch.no grad():
temp weight = self.weight.to(torch.float32)
torch.nn.init.normal (temp weight, mean=0.0, std=std)
self.weight.copy (temp weight.to(orig dtype))

if self.bias is not None:
fan_in = self.weight.shape[1l]
bound = 1 / (fan_in ** 0.5) if fan _in > 0 else 0
torch.nn.init.uniform (self.bias, -bound, bound)

11


basics/model/Linear.py

def forward(self, x):
0 = x @ self.weight.T
if self.bias is not None:
0 = 0 + self.bias
return o

5.4 RMSNorm
L AF:  basics/model/RMSnorm.py

Pre-Norm vs Post-Norm
4 Transformer ¥, )2 —4LZ (LayerNorm /RMSNorm) 5 %% £ i& 4% 6948352 B A A AP L X,
TN G T R E R T2,

Post-Norm (512 —4L) £ 744 Transformer (Vaswani et al., 2017) 49X 3+ —— 85K £ 7o
*, FE—1k:

x4 = LayerNorm ( x; + Fj(x;) )

A RTEHH CEEASKFN), F—OETREEE, £—A T4 Transformer
Block ¥ :

x;,1 =LN (x,+MHA (x;) )

X1 = LN ( X1 + FFN (Xl+%) )
Pre-Norm (#7J3 —fL) ZILX LLM (GPT-2/3/4. LLaMA. PaLM) #)#5/E#ik——2k )3 — 1L,
BT B H, RBAREME:

X141 = x; + Iy ( LayerNorm (x;) )

X1 =X +MHA (LN (x;) )

X141 = X1 + FFN (LN (x,1) )

AP TE KR AR A TR ERZATS ZiLE—1L:

ST 4 B Post-Norm Pre-Norm
7%, £ 35 1% 2T LN, FEEFust BFua (D, Al
B 16) 1 4&Hh i@ if LN Jacobian, ZEHMH R BHFRAKIEHE TR =1
IR
Y=l AL ~20 BA IR R GPT-3 96 &. PalLM 118 &
AL

12


basics/model/RMSnorm.py

st 4 Post-Norm Pre-Norm

5 5] 2 (warmup) LF ) TN R NE &, AR BT EF I

EY-3 13 kT, B EHE=2—4k J& #E TRk i% . (depth di-
lution)

¥ AEA Transformer. BERT GPT-2—4. LLaMA. PalLM,
Chinchilla

Pre-Norm A 2 2422 ? KR S1E& 694 A, Post-Norm & — & 6945 B #R o 4058 if
LayerNorm #9 Jacobian 4[4 (H4¥1E{H < 1), L BERBMH A ZHHATKR ~ O(1/28/?), &
BT E T ANB M . # Pre-Norm 8958 Z R 2R EE w4 I, #EIELEREN 1:

0L ox; 1

Vo, £ = E[H(IJFJFJ_ -JLN],)] 70,

PPAE T EM R R, BF R I RIEE 5 AME £, Xiong et al. ICML 2020) Al -F 3% 32
JEH] : Post-LN #1456 10BE 2] SE 2 il B a9 A 309 I Z £ O(c) ) 3K (¢ > 1), B
B R M BB IE; W Pre-LN BT A Z 896 B ¥4 ©(1) Rk, 5RERLX.

AR B K Pre-Norm + RMSNorm #9 %8 4 ——Pre-Norm tRiE R B )| % 69 #6 B 42 < M,
RMSNorm #4 b LayerNorm ¥ & sk 89+ 5,

RMSNorm X %
RMSNorm & LayerNorm & fl ALig &, Xk T ¥HEF S, ARG %H:

X

RMSNorm (z) = :
mean (z2) + €

o & float32 WA T HEURS A CHE, THEZREHDREH L
o THEIJWEREE vy (weight), 4L A 4 1

I ST A% R AT 4
SRR G R AE KA BRARE, EASR—A O(D) #kAE .
B —F TR I E, KRR RS LT 26

CHAESARY: RAHHAARAN, CREE S S

CRRRE: AR, RELFE,

class RMSnorm(nn.Module):
def init (self, d model, eps=le-5, device=None, dtype=None):
super(). init ()
self.eps = eps
self.weight = nn.Parameter(torch.ones(d model, device=device,

13



dtype=dtype))

def rms(self, x):
return self.weight * (x / torch.sqrt(torch.mean(x**2, dim=-1, keepdim=True)
+ self.eps))

def forward(self, x):
input dtype = x.dtype
x = X.to(torch.float32) # FAEATIE
x_normed = self. rms(x)
return x_normed.to(input_dtype)

5.5 RoPE
L AF:  basics/model/rope.py

M AE AL B AL ?
Self-Attention #9 /2 X9 :

. QKT
Attention (@, K,V) = softmax 14
Vi
Hd QKT #HH 892 token Z M a9 AR E M E . IANBH KR ER{ZE LK 9—3F “K B X
> Fa XA B &K, Attention & |89 token MM E X A T4 HE. TARXIARFLEAKRIETN
B FARR, EXZETR. BiE &1z E %% (Position Encoding) & if# A A
token &£ 5 7| P 8945 F
12 & DA 5 A R &
o BRI E MG BN E —ANB 9\ AR (40 )R 45 Transformer #9 7% 1% & 4 55),
128 0 Al PEy, 1=& 1 Al PE;, WAt &4,
o AL E AL KOG token Z M GFEH, MmIFLIZE . Plde &K = “NKAL” £
O RKE ARG o K E XA AT IEB AL 2, KRN L —H,
ROPE #9754 2 4b 2 F: ¢ M d5i iz N2 B 12 8., 1#4F Attention PJA2K R R AR A48 *
128,

ML B M 2D A R
2D -FaE¥, Mm% (r,y) LoT4est A K 0152

'\ _ (cos® —sinf\ (x
y' )] \sin® cosf ) \y

14


basics/model/rope.py

2D Rotation Demo -- chaofa
1.50

1.25 -
(x',y')
1.00 -

0.75 -
(x,y)
> 0.50 4

0.25 - 8

0.00

—0.25 A1

_0.50 T T T T T T
-0.50 -0.25 0.00 0.25 0.50 0.75 1.00 1.25 1.50

X

Figure 1: 2D Rotation Demo
RoPE & B AR R K E| — Mz BB LK f, 113 Q A= K 89 AARIIRMARAZE (m — n):
(fq(q7 m)a fk:(ka n)> = g(q7 ka m— n)

ROPE &K H: XANFH f ERRBLDHH, BIZBALEE d=2, W2E m LG E q ns
ml, Mz E n L8 k 324 nb:

fq(qam):RmG'qv fk:(k7n) :Rnek

AR = A1 F KX cosAcos B+ sin Asin B = cos(A — B) ## sin Acos B — cos Asin B =
sin(A — B), T VALEBA:

<fq(q7m)’ fk(k’n» = qT ’ R(m—n)@ -k

15



PMARLE RF 8 7 45 4B AR A (m —n), @32 E m. n KT . X3 AZ RoPE A A 7%
45 B G i8R B ——A{x BT Gl e E N, ARAFH ARG AL E,

BT BN E G P RIS BUEE @, € RY (b d HIBRO, KM d 4o K
DA )2 AT, SRR ARG GRS AR, W, #Ih:

f{q,k} (wm’ m) = R%,mwf{q,k}wm

HF
cosmf, —sinméb, 0 0 0 0
sinmf, cosmb, 0 0 0 0
0 0 cosmb, —sinmb, - 0 0
Ry = 0 0 sinmf, cosmb, 0 0
0 0 0 0 o cosmby, —sinmby,
0 0 0 0 e sinmbyy  cosmby,

RS, AMEXEKA © = {0, =1000020-1/d j € [1,2,...,d/2]}. ¥#HA14) RoPE
B RAT aEENMNE, KRAFE:

q;)rm n — (Rg),mv‘/qx ) (Re n‘/‘]km ) TWR@n ka
MERT: ZMEH E TP
stF d %@ Z, RoPE-WEERMBEL, £ d/2 3, F i3t A agedesnE .
6, = 1000072/ §=0,1,..,d/2 —1
EARF LT O Z R

c KR (D) 2 0, U1, MEF, rAER - BKIHIRIGIES R
s (1K) : 0, U0, MFEAK, 74 E — KK IEHRHM

B, RoPE Al —Z4K S EKMMER I ZAE T RE S R E,

TG B I e TG X
FFALE m L& ®E x = [zy, 2, Tg, T3, ., Ty_1|, ROPE X Er—3F 4 36 Au 7 4%

(mb
(mb
RoPE (x,m) = | x4 cos(mb,
(mb

#& Self-Attention ¥, RoPE X4k AT Q A2 K (V Rt & 445)

16



PE -RoPE (K,n)T
Attention (Q, K, V) = Softmax (RO (Q; m) Ro ( ,TL) ) v

Vd

K B &9 %I

« MEHH: freqs; = 0724, Hdi=01,..,d,/2—1

« Mt H TR AL B8 Eqz/R5E{AH % B (cos_cache. sin_cache)

o AR AR Y K 5| BT AL B A E AR, AR R & 289 P R ae A X
> Ty; = Ty; COS(POS) — Ty 1 Sin(pos)
> Thi11 = Ty SIN(POS) + Ty, cos(pos)

RoPE #8 b HAbfz & s/ A2 F R4

RARAAMALE : AR AL E, & 45 EE

RAFE9 SN HEPE: BLA NTK/YaRN 5 77 5T 2L 3] & K 7 71
HHESH: RETIEERNLERK, it EE

BN AH: ATRRN=AH, TEmT55] 5K

KV Cache A4F: % 46 K/AAALE B2 E T ®mE it H42 E %D

M S

class RoPE(nn.Module):
def init (self, theta, d k, max seq len, device=None):
super(). init ()
freqs = 1 / (theta ** (torch.arange(0, d k, 2).float() / d k)) # [d k//2]
positions = torch.arange(max_seq len)
sinusoids = torch.outer(positions, freqs) #
[max_seq len, d k//2]
self.register buffer("cos cache", sinusoids.cos(), persistent=False)
self.register buffer("sin cache", sinusoids.sin(), persistent=False)

def forward(self, x, token positions):
cos = self.cos cache[token positions].to(x.dtype)
sin = self.sin cache[token positions].to(x.dtype)
x_even, x odd = x[..., 0::2], x[..., 1::2]
out even = X even * cos - x _odd * sin
out odd = x_even * sin + x_odd * cos
out = torch.stack([out _even, out odd], dim=-1)
return out.flatten(-2)

5.6 Softmax
XA basics/model/softmax.py

HAEAL 2 49 Softmax 5= HL:

max )

Ej exp(xj - xmax)

exp(z; —

softmax (z;) =
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SARERKAGERKEEE R,

def softmax(x: torch.Tensor, dim: int) -> torch.Tensor:
X_max = x.max(dim=dim, keepdim=True)[0]
X _exp = torch.exp(x - x_max)
return x exp / x_exp.sum(dim=dim, keepdim=True)

5.7 Multi-Head Attention

L AF: basics/model/multi_head_attention.py

THHRAR S KEEHFA:

SMHEE: Q. K. V 45 Al i 3R 5 49 Linear &% % (LhE)

% F L 4% [batch, seq, d model] — [batch, n heads, seq, head dim]
ROPE %3%5: 3t Q 4= K & 72 4542 & 2L

YR BAREZ ) . Attention (Q, K, V) = softmax (T + mask)V

B Z#4 . 4E 1 torch.tril 4 %’F A oA 5@1’%1@?/\1’4%/\3%7“:& L Z A7 49 token
MR BEAEENKBETW o &HE

AR A o

def scaled dot product attention(query, key, value, mask=None):
d k = query.size(-1)
scores = torch.matmul(query, key.transpose(-2, -1)) / (d_k ** 0.5)
if mask is not None:
scores = scores.masked fill(mask == 0, float("-inf"))
attn _weights = softmax(scores, dim=-1)
return torch.matmul(attn weights, value)

class MultiHeadAttention(nn.Module):
def  init (self, d model, n_heads, theta, max seq len, device=None,
dtype=None) :
super(). init ()
self.n heads = n_heads
self.head dim = d model // n_heads
self.W g = Linear(d _model, d model, bias=False, device=device, dtype=dtype)
self.W k = Linear(d model, d model, bias=False, device=device, dtype=dtype)
self.W v = Linear(d model, d model, bias=False, device=device, dtype=dtype)
self.W o = Linear(d model, d model, bias=False, device=device, dtype=dtype)
self.rope = RoPE(theta, self.head dim, max seq len, device=device)

def create causal mask(self, seq len, device):
mask = torch.tril(torch.ones(seq len, seq len, device=device)).bool()
return mask.unsqueeze(0).unsqueeze(0)

def forward(self, x, token positions=None):

18
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mask = self. create causal mask(x.size(1l), x.device)
B, S, = x.shape

Q = self.W q(x).view(B, S, self.n heads, self.head dim).transpose(l, 2)
K = self.W k(x).view(B, S, self.n heads, self.head dim).transpose(l, 2)
V = self.W v(x).view(B, S, self.n heads, self.head dim).transpose(1l, 2)

if token positions is not None:
Q = self.rope(Q, token positions)
K = self.rope(K, token positions)
attn out = scaled dot product attention(Q, K, V, mask=mask)
attn out = attn out.transpose(l, 2).contiguous().view(B, -1, self.d model)
return self.W o(attn out)

5.8 SwiGLU

SwiGLU #9454 2482 14844 (Gating) HARAE4 FEN F £ — 698 H 4 (d= ReLU,
GeLU). 47/ FFN 3t N A2 & M B #8638 1 80E H 8, M SwiGLU ¥ A4 A1 £ N &
$&i%: — 5% SILU BEEAT” (gate), 5 —HHRFEBAEAME” (value), AHFRTE
MIE FIHH D RAEHE AR IE W& A9 A & B H i )13 &R —— 1 6948
0 B PELBFAZ 8, BT 1 BT, 4 AR RMULBL A R T 5, AR K FEA 2 &6
REREN o
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Figure 2: FFN vs SwiGLU

A basics/model/SwiGLU.py
A F Shazeer (2020) #9 SwiGLU # % :

SwiGLU (z) = WL (SiLU (W (z)) © Ws(z))

H P SiLU (z) =z -o(z) (o A sigmoid &)

« Wy: d_model - d_ff (gate &%)
« Wy: d model - d_ff (value %)
« Wy: d_ff - d_model (4iria&%5)

- TR ALRE

class SwiGLU(nn.Module):
def init (self, d model, d ff, device=None, dtype=None):
super(). init ()

self.wl =
self.w2

Linear(d model, d ff, bias=False, device=device, dtype=dtype)
Linear(d ff, d model, bias=False, device=device, dtype=dtype)
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https://arxiv.org/abs/2002.05202

self.w3 = Linear(d _model, d_ff, bias=False, device=device, dtype=dtype)

def silu(self, x):
return x * torch.sigmoid(x)

def forward(self, x):
return self.w2(self.silu(self.wl(x)) * self.w3(x))

5.9 Transformer Block
LA basics/model/transformer_block.py

S Pre-Norm 7% £ 454 :

X - RMSNorm - Multi-Head Attention (+RoPE) - + x (%)
- RMSNorm - SwiGLU - + x1 (#=2) - output
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FFN

RMSNorm

]

D
(Decode|Block) * N N

MHA

RMSNorm

4

Figure 3: Transformer Block Diagram
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class transformer block(nn.Module):
def init (self, d model, n heads, theta, max seq len, d ff, device=None,
dtype=None) :
super(). init ()
self.RMSnorm 1 = RMSnorm(d model, eps=le-5, device=device, dtype=dtype)
self.RMSnorm 2 RMSnorm(d_model, eps=le-5, device=device, dtype=dtype)
self.multi head attention = MultiHeadAttention(d model, n_ heads, theta,
max_seq_len, device, dtype)
self.swiglu = SwiGLU(d _model, d ff, device, dtype)

def forward(self, x):
token _positions = torch.arange(x.shape[l], device=x.device)
x1 = self.RMSnorm_ 1(x)
x1 = self.multi head attention(x1l, token positions)
x1 = x1 + x # ok
x2 = self.RMSnorm 2(x1)
x2 = self.swiglu(x2)
out = x2 + x1 # o
return out

5.10 TransformerModule
LA basics/model/transformermodule.py

%, %09 Transformer A2 A F _E R 40440 & 0 95 B 37 6918 5 AL .

Token IDs - Embedding - N x TransformerBlock - RMSNorm - Linear(LM Head) - Logits
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class TransformerModule(nn.Module):
def init (self, d model, n heads, theta, max seq len, d ff, n_layers,
vocab size, device=None, dtype=torch.bfloatl6):
super(). init ()
self.embedding module = EmbeddingModule(vocab size, d model,
device=device, dtype=dtype)
self.transformer blocks = nn.ModulelList([
transformer block(d model, n heads, theta, max seq len, d ff,
device=device, dtype=dtype)
for  in range(n_layers)
Iy
self.final norm = RMSnorm(d_model, eps=1le-5, device=device, dtype=dtype)
self.linear module = Linear(d model, vocab size, bias=False,
device=device, dtype=dtype)

def forward(self, x):
x = self.embedding module(x)
for block in self.transformer blocks:
= block(x)
x = self.final norm(x)
x = self.linear_module(x)
return x

6 Pre-training Strategy

6.1 Optimizer
LA basics/train/adamw.py

AdamW 2 3L

Adam %L E (Kingma & Ba, 2015) ¥ 32 (Momentum) #» RMSProp A A7 &8 454 i@
E—MWNahE m, (BENBHASHFH) RETE, BL_NahE v, (BEFFTHHBES
F3) AFENS SRR O E 0T ) B UK X AL Adam A FA B AIE-F AR B AR L&A
/Ht%_u

A, Adam FAE—ADHLAEG A L2 EURERERAL Adam P F 6. £ SGD
EF ﬁ loss fm 20e || (L2 EMAL) S0 F 240 < 0 — aXd (RE R o 12 Adam 49 B &
+ SR TEIHT L2 89K, %ﬁfflﬁﬁiﬁié@?ﬁi%&f‘#ﬁiv@/]\fg‘%&ﬁﬁﬁfiﬁ
ﬁ‘iiﬂrﬁz——ifﬁ% RO HFOR F 2 B R 3569 EM AL, X F B Adam 892 L AR /) ££42 R4 SGD.
AdamW (Loshchilov & Hutter, 2019) #9420 %48 T X ARAM B £ 5 A Z 23 F 348

(decouple) k. Btk = : #HEMKF g, = VL (R ENAT), Adam £ 2 R JG F Ik
ZHATRERR O 0 —aNe RERMEF ] F, HELTZH L, TR,
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A & 3 AdamW AL % X F Loshchilov & Hutter (2019), M & R MM Adam &94 & £ # +
A -

—W /=M= 2
my = Bymy_y + (1 —B1)g,
vy = Bty + (1= By)g?
1R £ 15 1L
R m R v
m tt’ = L 7

£ 24 (Adam):

fEABALE T (JRZ AT :
0,=0,—c-\-0, ,

HF A H weight decay, a HF ] %,

class AdamW(optim.Optimizer):
def  init (self, params, 1lr=le-3, betas=(0.9, 0.999), eps=le-8,
weight decay=1le-2):
defaults = dict(lr=1lr, betas=betas, eps=eps, weight decay=weight decay)
super(). init (params, defaults)

def step(self):
for group in self.param groups:
for p in group['params']:

if p.grad is None:
continue

grad = p.grad.data

state = self.state[p]

if len(state) ==
state['step'] = 0
state['m'] = torch.zeros like(p.data) # —®m=&
state['v'] = torch.zeros like(p.data) # —BrarE

m, v = state['m'], state['Vv']

betal, beta2 = group['betas']
state['step'] += 1
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# Adam = (28 + TRETEE)

m.mul (betal).add (grad, alpha=1l - betal)

v.mul (beta2).addcmul (grad, grad, value=1 - beta2)

bias correctionl = 1 - betal ** state['step']

bias correction2 = 1 - beta2 ** state['step']

step _size = group['lr'] / bias correctionl

denom = (v / bias correction2).sqrt().add (group['eps'])
p.data.addcdiv_(m, denom, value=-step size)

# FRABAE R
p.data.add (p.data, alpha=-group['weight decay'] * group['lr'])

6.2 CrossEntropyLoss
S A basics/train/cross_entropy.py

B2 LRI IR K, K AL 4 log-softmax 115 :

| BS
Y=-"53 glogp(lli | z;)

H P $ B AL 2 49 log-softmax T H A :
log softmax (x;) = (z; — T,,) — log (Z exp(z; — :cmax))
J

MNH A X - M\ logits: [batch, seq, vocab size] - H 4R targets: [batch, seq]
(A% tokenID) -#rdh: AR EHKAL (BT A token 1z E 49-F3444)

class CrossEntropylLoss:
def forward(self, input: torch.Tensor, target: torch.Tensor):
# input: [batch, seq, vocab size] -> [batch*seq, vocab]
# target: [batch, seq] -> [batch*seq]
batch, seq, vocab = input.shape
input = input.view(batch * seq, vocab)
target = target.view(batch * seq)

# mmiemey log softmax
max_logits = torch.max(input, dim=1, keepdim=True).values
input shifted = input - max logits
log sum exp = torch.log(torch.sum(torch.exp(input shifted), dim=1,
keepdim=True))
log softmax out

input shifted - log sum exp
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log p = log_softmax_out[range(batch * seq), target]
loss = -torch.sum(log_p) / (batch * seq)
return loss

6.3 Datal.oader
L AF:  basics/train/dataloader.py

B F AU %K Bl T — token 1M (next-token prediction) 4£55:

o PR : AR BARBIZE, Rer=datafi:i+ L], y=data[i+1:i+L+1]
» 3} B 4 batch size, L 7 context length
o IEROR . BIRFiR ) BANIRIEE BRI EELZMW B x L A token

EAP R AL ATAR A A AN B AT BN T — A token, PSR A GARE O KB4 T
E.

class Dataloader:
def  init (self, dataset, batch size, context length, shuffle=True,
device="cpu"):
self.data = dataset
self.batch size = batch size
self.context length = context length

def get train batch data(self):
max_start = self.data len - self.context length
idxs = np.random.randint(0@, max start, size=(self.batch size,))
x = np.stack([self.data[i : i + self.context length] for i in idxs])
y = np.stack([self.data[i+1 : i + self.context length + 1] for i in idxs])
return torch.tensor(x), torch.tensor(y)

6.4 Ir_cosine_shedule
L AF:  basics/train/lr_cosine_shedule.py

K BT+ AR K%

Nmax $ t< twarmup
f— titwarmu
Ir <t) =\ Mmin T+ %(nmax - nmin) (1 + cos (71— : m) )twarmup <t< tcycle
Thnin > tcycle
';Et— CP Mmax = 4 x 1074’ Mmin = 4 x 1075’ twarmup = 500.

class CosineSchedule:
def  init (self, max learning rate, min learning rate, warmup iters,
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cosine cycle iters):
self.max_learning rate
self.min_learning rate
self.warmup iters = warmup iters
self.cosine cycle iters = cosine cycle iters

max_learning rate

min_learning rate

def call (self, it):
if it < self.warmup iters:
return self.max learning rate * it / self.warmup iters
elif it > self.cosine cycle iters:
return self.min learning rate
else:
progress = (it - self.warmup iters) / (self.cosine cycle iters
- self.warmup iters)
return self.min learning rate + (1 + math.cos(math.pi * progress))
*\
(self.max_learning rate - self.min learning rate) / 2

6.5 gradient_clip
L AF:  basics/train/gradient_clip.py

&5 L2 SRR BT, By b AR R E

Hgﬁ+eif ” g “>’U
5 2

g .
Jclipped =
cppe g otherwise

H£Fv=1.0ARTRE, g AMASHMEGHE,

class GradientClip:
def init (self, parameters, max 12 norm, epsilon=1le-6):
self.parameters = parameters
self.max_12 norm = max_12 norm
self.epsilon = epsilon

def call (self):
grads = [p.grad for p in self.parameters if p.grad is not None]
all grads = torch.cat([grad.flatten() for grad in grads])
grad 12 = torch.norm(all _grads, 2)
if grad 12 > self.max 12 norm:
clip coeff = self.max 12 norm / (grad 12 + self.epsilon)
for grad in grads:
grad.mul_ (clip_coeff)
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7 Pre-Training

7.1 I 2 A
L AF:  basics/final_train.py

) BT AT 45

1. #E R F2: HA3K accumulation steps 'K:
« M DataLoader KB —AM Lok
o AR 46T A logits
o T H R UBME IR AR T
o RoEEIE R AR B
2. FAFPE: RBERZPABRBRZHLATTHF I
3. MERT: MITHARMERTL R L2 EHRT
4, RALE £37: optimizer.step() + optimizer.zero grad()

L ANSIIES Y EZSACLE

for epoch in range(start epoch, config["epochs"]):
total loss = 0.0
for step in range(global step + 1, config["train steps"]):
# MERIR
accumulated loss = 0.0
for micro step in range(config["accumulation steps"]):
X, y = train _data loader.get train batch data()
X, y = x.to(device), y.to(device)
logits = model(x)
loss = loss_fn.forward(logits, y) / config["accumulation steps"]
loss.backward()
accumulated loss += loss.item()

# IR

new lr = lr_scheduler(global step)

for param group in optimizer.param groups:
param_group['lr'] = new lr

# AR HIT
GradientClip(model.parameters(), config["grad clip"]) ()

optimizer.step()
optimizer.zero_grad()

total loss += accumulated loss
global step +=1
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# & 10 ez WEB
if global step % 10 ==
wandb.log({"epoch": epoch, "step": global step, "loss":
accumulated loss, "lr": new 1lr})

# & 1000 FIEIE + TRBIEER
if global step % 1000 ==
avg val loss = evaluate validation loss(model, valid data_ loader,
loss fn, device, val steps=1000)
wandb.log({"epoch": epoch, "step": global step, "val loss":
avg val loss})
torch.save({
'epoch': epoch, 'step': global step,
‘model state dict': model.state dict(),
'optimizer state dict': optimizer.state dict(),
}, f'"checkpoints/{timestamp}/model step {global step}.pth")

72 8E R 5KE
L AF:  basics/checkpoint.py

#1000 F R A — ke E =

HA~ epoch 2 RFIMR G —RIEE &

#ﬁﬁ‘é@@ﬁ’*‘l #XE‘E AL E RS B AT epoch / step #= W&B run id
X A A B R B 45 (final_train.py:35-45)

#E B4 LA X model step {step}.pth/model epoch {epoch}.pth

7.3 I B i 45
W2 A2 £ 1000 ¥ 4T —K B1E 745 (final_train.py:204):

Ll S s

FAE AL A eval () B K

. R HEHE (torch.no _grad())

- IR FEAURAE 1000 ANk (FRLR D% 7 KBRS 2) 1+ H-FHRIEHRK
F I IE AR K 3T K B W&EB

Ik, &S epoch 45 R B2 A ARG —KEE &

7.4 52 538 ¥F

1% B Weights & Biases (W&B) #1755 1016 37, 10K VAT 4547
RS WERME X

loss 10 ¥ MNEMRE (BHEERE)

ir H#10¥%  HAFIF

val_loss #1000 % % T SUBMK
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7.5 {2

S A:  basics/inference/inference.py
IR R B &3 R

L BEL%A: B logits IR VUSRS 2K T J5 1% A softmax # 3 A BEE 5
2. TOP p A (BRH) - l/\? PAE R AZ L A p 893K ) token & A& F RAUK A
3. AT A R FRHAY token BHERMARFF], THARAT L i’JﬂikJﬁF

def temperature scaling(logits, temperature=1.0):
probabilities = torch.softmax(logits[:, -1, :] / temperature, dim=-1)
return probabilities

def top p sampling(probabilities, top p=0.9):
sort probs, idx = torch.sort(probabilities, dim=-1, descending=True)
cumulative = torch.cumsum(sort probs, dim=-1)
mask = cumulative > top p
mask[..., 1:] = mask[..., :-1].clone() # RSB —1 token
mask[..., 0] =
sort _probs[mask] =
sort _probs.div_(sort _probs.sum(dim=-1, keepdim=True))
next token idx = torch.multinomial(sort probs, 1)
return torch.gather(idx, dim=-1, index=next token idx)

def decode token(input tokens, model, max tokens to generate, top p=0.9,
temperature=1.0):
model.eval()
input tokens = torch.tensor(input tokens).unsqueeze(0)
with torch.no grad():
for  in range(max tokens to generate):
logits = model(input tokens)
probs = temperature scaling(logits, temperature)
next token = top p sampling(probs, top p)
input tokens = torch.cat([input tokens, next token], dim=-1)
return input tokens

8 Pre-Training details

8.1 )| 4B H
. imf%?iy’ié- CUDA GPU 4090

$AE XA bfloatl6 CGRAHE), float32 B T & &4 K e94&4F (4= RMSNorm)
o 2% token £ : 1,458,472,895 (%9 14.58 1¢)
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VeSS

A BLEA

micro batch size
effective batch size
accumulation steps
max_learning rate
min_ learning rate

lr warmup_steps
weight decay

grad clip

epochs

context length

32 Ik (2R ERE)

256  FRBK K

8 Mo R AR Y #

de-4 EAAF I F

de-5 F|ANFIH

500 ) B R

0.1 METERMFEHK

1.0 HAERT M L2 A HE
1 N H (AEHE)
768 LETXLEHO

AAE S

E N A i

d model [ 58, & 4 B 768
n_heads EE KK 8

n layers Transformer 4% 8

d ff FFN ¥ i B4 & 2048
vocab size L& K 32768
max_seq len | KFIKE 768

rope_theta  RoPE 311 % &4 10000.0

S¥E:

iR it H AKX SR E
Embedding vocab size x d model = 32768 x 25,165,824
768
Attention 4 x d model? =4 x 768> 2,359,296 x 8 = 18,874,368
SwiGLU 3xd model x d ff=3x768x2048 4,718,592 x 8 = 37,748,736
RMSNorm d model = 768 768 x 17 = 13,056
LM Head 5 Embedding R Z £ F (tied) 0
&t ~81.80M (%) 80M)
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H ¥ 8 /> Transformer Block £ 29 56.64M 534, & ¥ A8 249 69%; Embedding & %) 25.17M,
& 31%.

8.2 BPE
BPE (Byte-Pair Encoding) %75 25 49 9| 2k 5 £ 3 % #0 Z 00| 569 AT B 4 % . AR B /£ Open-
WebText £k 4% % L 49 % Rz fT4£ 0 :

« BPE % : MBI REF P E 3B E (A4 K 32768), A 2 )i, HAAS
64 GB

o ARG W) 44T 69 BPE A B T 25 (44 14.58 1C token), F /R4 L A4 H
token ID 5 7, #9480+ 20 -4

8.3 pre-training
KA (80M A44) 2% 7K NVIDIA RTX 4090 (24 GB 2 %) £ A& 1 4 epoch 8 % B9 2,
AL 32 2 14.58 1C token, MZAEAEETL) 6 N BF. AT A NG b oy X &

o AR K W FIE AL 10.4 (B2 In(32768), BP 1453 4 7 3 3 49 3SR & 5 T I,
M T e mobe, MEBSENFAT RN B, AL 345 W, AR R 6T 4 &
loss

10

step
1k 2k 3k 4k 5k 6k 7k

Figure 5: 47 % # %,

o BIEARK & & 1000 F I —RIRIESIR, BARLY 5 GMRK — B A LE 5 T
GMMKk, —HZAKILA L gap, HAEAZRATF,
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(CNN) — A gunman critically
injured a doctor at Johns Hop-
kins Hospital in Baltimore,
Maryland, and later killed
himself and his mother, police

say.

In  recent years, research
on quantum information has
achieved a series of remarkable
results.

“Back, are you?” said Aber-
forth. “What happened here?”
Albus replied, though he could
already guess.

Traces of ancient civilization
to be searched in Adiyaman.
Following the expropriation
works, excavation activities
will be carried out in the an-
cient city of Perre, one of the

36

A spokesman for the Ronald
Johns Hopkins Medical Cen-
ter told the Washington
Post at the time, “We have
thoughts on our deceased pa-
tient” The director of the
facility, Peter Davie, said at
a hearing... President Trump
said last week that he was
aware of the safety concerns
with a female spokesperson...

Quantum energy in quan-
tum systems is known as
“a quantum particle of quan-
tum quantity” and by talking
about atomic combinations in
the language. In the discov-
ery of this paper we show
how the electric field and the
quantum combination can re-
spond to quantum activities...

“I'm keeping you all out here.”
Her voice turned to roar,
but she turned and the shad-
ows settled to shadows. Albus
could feel it, but it was too
many things. “Are you still in
prison?” his voice caught up
with his face, but his eyes still
looked just the same as his
father’s...

With its cultivation the most
clearly defined areas were
Kazakhstan (organic and an-
cient) and southeast Syria
(recognised by Istanbul). In
recent years, this number has
gone from 10,000 to 60,000,



AR, Prompt (& I) BALE (HR)

five big cities of the Comma- especially the Brahmin cities
gene civilization. (Paramural, Stadebel, Pina
Galathi, Samajtar...)

AL S & RiEF BN, BAERE IR, 5 ARAE G FA 35 LA R ER, 12

At
TR T 80M A4 B A=1X 1 /> epoch 8992k, i A AT BIk:

(1) FEBBERS, WRHEAL, XL, T4,
e (2) KIEHFHE—HMEFG, TAEZHAL,;
« (3) BAELERIRATHH <|endoftext|> L 1L

9 52 1%

9.1 Chinchilla %57 & &
ARIBEBTZEARNGF, — MRS PR fTAES 261 ERE (FLOPs) T, Ay E
ALK E N )443 =2 D (token ). DeepMind #9 Chinchilla #& X (Hoffmann et al.,
2022) @it K AAR RIS R M H B AT XN,

H % : Kaplan et al. (2020) 4925

OpenAl #9 Kaplan et al. (2020) R-FAF R T B e, L xR0 R: LRt EME O, #
K RAELEAAGHH N, o COT3, 4B 00 RALLEAIGHH D, oc CO¥, & &k
Foit A Aent, BA XD IR KA R, XK AF AT GPT-3 F LA
A6 I 25 Rk —— L A 09 iR U R DI AR R AR R AGAZ AL, A2 AR At ) A9 238 B AR R

(undertraining)

Chinchilla # = 5 517 &

Chinchilla # SCi8 1T = ik 2 98 & /3 4 7 A F] T Kaplan et al. #9458

1. Zk—: BRABER K], TAKEE, T ofFAR K DER (70M £ 16B), »AE 4
AR HEE L)%, WEBAKE N f= D 69 L4k,

2. 7rik—: IsoFLOP ¥\ @ . BE7 9 MR+ EME (6 x 1017 £ 3 x 102! FLOPs), 4
FRAET AR K, FRERERDORML N f= D @4,

3. TkZ: BHMAMKHEME . FRKARY L(N,D)=E+ 25+ 2, @dmbdrmA
RIHEEREHEK E. Ay B, a. B, #tmiffFEEETAMAETHORKERE.

ZMTEFETHE KGR,

(ZINE

Chinchilla #9 R A LIS LEFEN .

406.4  410.7
L(N,D) =169 + 555 + o35
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EP E=169 ARTAHHK (FIENHE), a=0.344 5 =0.28 A EHER EEFo 435
FAME TR TR, Rr@EFEHITERKEE:

N

0.50 0.50
opt X C°°%, Dy oc C

PRAR A K Ao | A M BB N Y F P R —— it H A 815, A AR E A2 % token
K2 B B &A% . iX —24538 5 Kaplan et al. 49 N, . oc C%73 A A K ),

opt
Chinchilla %78 € £ 3 4E

AR B DT 80M A 9B A 3+ H & 6h 4090, KL T 29 14.58 1¢ token (1 4> epoch), loss
=345, D/N ~19:

a4t R xS
Embedding vocab_size x d_model = 32768 x 25,165,824
768
Attention 4 x d_model? =4 x 768> 2,359,296 x 8 = 18,874,368
SwiGLU 3xd model x d ff=3x768x2048 4,718,592 =x 8 = 37,748,736
RMSNorm d_model = 768 768 x 17 = 13,056
LM Head 5 Embedding R Z £ F (tied) 0
&t ~ 81.80M (%) 80M)

IR, AR BENET —A 2 K 185M A HAEAE A 3FEL, 1+ H & 6h 4090, &L T 2563
C token, loss =335, D/N ~ 34,

4814 R RN SR E

Embedding vocab size x d model = 32768 x 33,554,432
1024

Attention 4 x d _model? =4 x 1024? 4,194,304 x 12 = 50,331,648

SwiGLU 3 x d model x d _ff =3 x 1024 x 9437184 x 12 = 113246208
3072

RMSNorm d model = 1024 1024 x 25 = 25,600

LM Head 5 Embedding R E £ F (tied) 0

&t ~197.13M (%) 197M)

MEM LKA, 80M HHARA G D/N i EERKA (£920), @ 197TM SHRLA S D/N
B R ARIK (29 3), Bk soM A &GN E 27, MK K.

AT AR — k&, RARIRIEE P A AA £ A 1000 FHAEGTE, 25 A ANEAR T
2, Jt A deepseekv4 BRI 3t £E R ATIT RIFAIBR B A A&, ERT
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#% 80M (win) 197M (win)

1 483 517
2 471 529
3 490 510

FIER MG

FILER I T 8OM 5 199M A A4 R EEAREDS, 197M BEA L Ze ERH% (=%
pairwise PFMlF 3 F 29 51.9% vs 48.1%) 0 X 5 R AG) B AH——80M A 49 D/N ~ 18.3
% 314 Chinchilla R £ 5] 20, B LA EHT D/N ~ 3.4 49 197TM £ R ——FH K — &,
R, Z#H A Chinchilla #& X 49 [soFLOP # %% & 7T VA K AL, X —#4 5 E 5 Chinchilla
BT A A

IsoLoss contours IsoFLOPs slices
100B R / 5.00
/ Ps
i ([ l
| //
- g
// / : 4.00 Bnill Traln.aFLOPs
® 77 e+18
1 4 /
Wl Lele le+19
3 - & S0 0 === 3e+19
E 0 o) S ol ,’/’, -—- 6e+19
1 0.0, o ’ g
T 8 3.00 o%goeo&o sl - 1ek20
o (R 850 Tlaglle” | Lol | === 3e+20
o ?\\\‘:.?‘. A1Tk1 ALt et
= \sss\:\ L1 bgfl | === 6e+20
W55, o8 T - le+21
NOSSS Seele-” 7
MSRSGG " S gipte =-=- 3e+21
N -eeet®” === Gopher
—— Efficient frontier = T
— T <~
e Empirical data = 2.00 ~L L
IsoFlOPsslice = | TTrmmeeee—
10'® 10 10%° 10%' 10?2 10?3 Gopher 100M 1B 10B 40B
budget
Training FLOPs Model size

Figure 8: Chinchilla [soFLOP # £

RIS+ H &R K RTX 4090 914549 6 N0, H3H A /e £ ~ 1 x 108 FLOPs & 4.,
%t & Chinchilla IsoFLOP # £, i% - 7/ K -F T 49 s AL A HUAL 54T 2 100M A= B M, B
B & 2 100M &M A2 T 4% ——iX &R & /£ 8OM 2] 197M K] Ay, HABRKSAHZHT
AR, B, 197M A2 A 5 soM A & AL Zud L, & IsoFLOP ¥ & -39 X 3% 49
LR 2E R, M dEAt Chinchilla € 69 R 3. A K I KM & IEGE T Chinchilla 892548, R4
BTT—ANEZNERBT: BRI AAHE (= ~ 1018 FLOPs) T, &% D/N etz )
T2 AN 20, RERAKEEALKE, nIEEKKBZH TR,

9.2 kv_cache

KV Cache 4945 %42
KV Cache & Transformer ft# %5 & A = )3 4 M B aY SRR K. Ak o= )3
(autoregressive) fE#L ¥, AV token £ AT 7: 4 Z L HE N /> token, FUMH N +1
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A~ token; REWFH N + 1/ token BHZE | NP, 2K LN % N + 2 /4~ token, YAk X3,
R—MHRALE T —HF— T HRE RN EANARINEHFHLES

BRI, A% N & ﬁ%ﬁ')ﬂ‘f MNP K N, E&h%4E% QKT MR~ H N x N, £t
HZM N &MEK, LD N A token é’Jﬂ’?y—i—r/’ A O(N?). A, MK self-attention
A AT UKL S TCEHTH TN L token, L@ E K AE@m TV ABLE I K

AT ——R A A R4 (causal mask) #4Fk L AT token A %" ¥ token 89 % <. "
—38 by R B AT token M9 FE R E Q. B AML K. VZIHHRE,

KV Cache iE Z#] Bl X — M i : £ &£ EAF token B, R+ H# token 49 Q. K. V, 3
token 89 K. V 63| G, RS A#H token 89 Q 54 G P23 MY K HH & 9%,
RANZ BV PR RbEe. THF, V@Bt HEEK ON?) %2 O(N), &R
B O(N?) 5 £ O(N?) P a9 % 5 BT Kmam ) (L r —FfREizH),

KV Cache 49 5% 3L

AT 5.7 T F &9 MultiHeadAttention, & 1114 flash_att/kv_cache_module.py ¥ %3 T X & KV

Cache %9 % k2 & /) B3k MultiHeadAttentionKV (Z¥7K B MultiHeadAttention), MARELE
#9 TransformerBlockKY #= TransformerModuleKV,

MultiHeadAttentionKV 43 1% 4%
class MultiHeadAttentionKV(MultiHeadAttention):
""MultiHeadAttention with KV cache support. Inherits all weights from

parent."""

def forward(self, x, token positions=None, past kv=None, use cache=False):

batch size, seq len, = x.size()
# 3y Q, K, V
Q = self.W gq(x).view(batch size, seq len, self.n heads,
self.head dim).transpose(l, 2)
K cur = self.W k(x).view(batch size, seq len, self.n heads,
self.head dim).transpose(l, 2)
V cur = self.W v(x).view(batch size, seq len, self.n heads,

self.head dim).transpose(l, 2)

if token positions is not None:
Q = self.rope(Q, token positions)
K cur = self.rope(K cur, token positions)

# P KV
past K = past V = None
if past kv is not None:
past K, past V = past kv
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flash_att/kv_cache_module.py

if past K is not None:
K = torch.cat([past K, K cur], dim=2) # [B, H, past+cur, D]
V = torch.cat([past V, V _cur], dim=2)

else:
K, V=K cur, V cur

present kv = (K, V) if use cache else None

# Attention 3% (wmse=m flash _attn # kvcache API)
# ...
return output, present kv

KV Cache #3254 (basics/inference/inference_kv.py):

def decode token kv(input tokens, model kv, max tokens to generate, top p=0.9,

temperature=1.0):
model kv.eval()
input_tokens = input tokens.clone().detach().unsqueeze(0)

past kvs = None

with torch.no grad():
# Prefill: xm=# prompt, sz KV cache
logits, past kvs = model kv(input tokens, past kvs=past kvs,

use cache=True)

for _ in range(max_tokens to generate):
probabilities = temperature scaling(logits, temperature)
next token idx = top p sampling(probabilities, top p)
input tokens = torch.cat([input tokens, next token idx], dim=-1)

# Decode: 4#r token ma#zm ZAZBH K/V
logits, past kvs = model kv(next token idx, past kvs=past kvs,
use_cache=True)

return input tokens

5 R KV Cache #9 32 B F 3 b : AR 42 A F A (R K ) FREHmARLE —
EBANH AR HE O(N?); # KV Cache 32 & Prefill /& #4 & #ir A48 38 4 A token —
2B JAXH AT token 3% F 89 F 14 O(N).
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basics/inference/inference_kv.py

3. R4 R

A 354E KV Cache 89 2, &A1& CPU 3 T ikt 7 BB %I (KA L kvcache 525/ H
K)o FRALNAR G A S & (80M 24k, 8 &, 8:K), x4 4 prompt K& (10, 100.
1000, 10000 tokens) %X 10 448 prompt, & & 4 & 2 AN# tokeno 7 kR :

« LKV Cache: #F ¥ 7 %% 7% N TransformerModule, & 4 MKkt H

« A KV Cache: Prefill & 2 % % prompt )5 , & ¥ 1X & N\ 1 A~4 token £ TransformerModuleKV
PP 77 ik B 2 AR R 69 A LAY T AR T Lok, Awik tb# decode M £ 89 per-token #EBT 7t

5, HERR prefill 49 F 4, AR BE P £ R HT token 89wk R,

SEIER .
Prompt K & Prefill & J8] Z KV Cache de- # KV Cache de- #uigtb
code 314 code 314
10 0.0222 £ 0.0019s 0.0219 = 0.0018 0.0172 = 0.0020 1.29 x
s/token s/token
100 0.0497 £ 0.0011s 0.0508 = 0.0020 0.0163 = 0.0004 3.13 x
s/token s/token
1000 0.3759 £ 0.0042s 0.3880 = 0.0046 0.0199 £ 0.0014 19.59 x
s/token s/token
10000 22.6064 + 0.3626 22.8818 = 0.3043 0.0508 = 0.0040 452.80 x
s s/token s/token
Ttk R AT
Prefill ¥ Auig
Prefill A< 18] 28 p%,
28 44 A FLOPs R
Embedding L% N — [N,d] — RRSS
QKVO % (n, e 4 X MatMul = 8ny, ., Nd?
&) [N,d] x [d,d]
FFN (nlayers %) 3 X MatMul 6nlayersNddff
[Na d] X [da dff]
Attention QKT Mat- 2Ny N2 d F 7, KA IR
(nlayers /%) Mul [Nv dhead] X é)ﬁ
[dhead7 N]
Attention Score MatMul [N, N| x  2ny,,,Nd FH @, K IR

1% (nlayers JE)

[N7 dhead]
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kvcache实验/
kvcache实验/

20 1 A FLOPs &iE
LM Head MatMul  [N,d] x 2NdV RPAT—R
[d, V]
KA Temperature + Top- — w ek
P
HREL 7

I F BT T B A B A L P KA N 892 ME——L=10 — 100 35K %) 2.2 & (GPU
kernel launch overhead F), L=100 — 1000 3§ K £ 7.6 1& (O(N) &M &% £F), L=1000
— 10000 3K 2 60 12 (3FU-FHXEZ, O(N?) Z&EHAFIELF THK):

FolKkE EFFH HEER KR
%257 (N < 100) GPU kernel launch + A &4 5=/, A4A A EIK

L

H 55 5] (100 ~ 2048) % M IR %

X577 (N >2048)
(O(N?-d))

QKVO + FFN

Attention QKT + Score- V

HFEFM T R KIS L,
A ER

/iaﬁfﬁp$ N x N é’j?’i’fﬁ:
55N -F7¥EK

FE R SE B4 80M A # )RR (d=768, d_fF=2048, n_layers=8) ¥, X X &L /E N ~ 2048 L,

% N =10000 Bf, O(N?) Z& A+ HZH &8

. FLOPs % 87%, m A 43T# M, BT

Prefill B 8] Ak 0.38s ST £ 22.650 FT Ak Prefill 4945 B 472 H| 2 Attention 49 O(N?) 7t

B2, 3R K4S Ry a ) B £,

Prefill /=i 3 K
7 ik J5 32 7w L
FlashAttention / FA2 M3kt £+ A4 softmax, Dao et al, FlashAttention,

SRAM A X E&E T . A&
BEARE (5 O(N2d)), 12
HBM # B A O(N?) & &
O(N), B4&M O(N?) &
O(N), RFrAeig 2-4x

IR %] & A~ token R X A
HEa (KD w) AR
# X (stride / global+local),
8% B A O(N2d) & %
O(Nwd),w < N, %= Sliding
Window B w = 4096

R HHNEIEES

43

NeurIPS 2022; Dao, FlashAt-
tention-2, 2023

Beltagy et al, Longformer,
2020; Child et al, Sparse
Transformer, NeurIPS 2019;
Zaheer et al, BigBird,
NeurIPS 2020



7y ik 73 7% T

&A= (FP8 /INTS) ¥ E/ T EAH FP8 KX Micikevicius et al, FP8 For-
INTS, #] #] GPU Tensor Core mats for Deep Learning, 2022;
iRt Bet¥, FP8 ALk BF16 Dettmers et al., LLM.int8(),
But3R St 2x, INT8 324 4x;  NeurIPS 2022
TR ARE, fBMEKE s
& HHF 4K

Decode Y £ Aoig
Decode I8 28 5% (A KV Cache)

#& KV Cache #2 X T, Decode M B4 ¥ A4 8 — AN token (N, = 1):

BE 3 B RARE i H#¥ (FLOPs)
QKVO #% 4 x MatMul O(d?) 8d?
[1,d] x [d, d]
FFN (gate + 3 X Mat- O(d . dff) Gddff
up + down)  Mul [1,d] x
[da dff]
Attention MatMul O(N -d) 2Nd
QKT [1a dhead] X
[dhead7 N]
Attention MatMul O(N -d) 2Nd
score - V/ [1,N] x
[N ) dhead]
AR 53 H7

Decode 89S F AR A T H &, MANGW LA &4 m— token:

1 BRI E: 80M A4 x 2 bytes (bf16) = 29 160 MB, & F#8E &7 ik —K

2. #HLKV Cache: 2 X ny, o0 X Myeaqe X N X dpeoq AN7LH o F N=10000 B, KV Cache £ 2 x
8 x 8 x 10000 x 96 x 2 bytes ~ 246 MB, H.[f N £ P38 K

3. T HE EARUK: SR E T XAH 5 — kK miz H (arithmetic intensity ~ 1-2 FLOPs/byte),
AR T GPU 8911 H- 2448 (29 300+ FLOPs/byte 8942 #+ 4% 77 ), Decode T4 % [k T HBM # 5T

3 # KV Cache Decode A KV Cache Decode

#Fi+HE ON-d?>+ N?-d) O(d*+ N -d)

Té—

AR it HE R (compute-bound) N A il 2%k (memory-bound)
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3 # KV Cache Decode # KV Cache Decode
BLAS # & (GEMM, [N,d] x [d,d]) & (GEMV, [1,d] x [d, d])
fgi
HImE —k —xk (#R)
AR E
HHme& L (ZHTHE A2 hH £ KV
KV Cache
Decode #mi2 FH A (348 L)
HXR A3t 89 5 FANNSY RE L
Multi- KV Cache & #2 MRV K, V & head Shazeer, 2019; Ainslie
Query / ¥ %, MQA /= % etal, 2023
Grouped- Npeads 15, GQA /&4
del‘y At- nheads/ngroups & ’ il
tention # MY KV Cache
B 5& K
KV Cache ¥ KV Cache A& & A5 5% & FP16 K/V & 4L  Sheng et al, 2023; Liu
e # INT4/INT8S # % et al, 2024; Hooper et
INT2, VA5 EAR  al, 2024
%k #FX 4-8x #9 Cache
R4, TEIKAN HiF
& E 7
PagedAtten- KV Cache 244 K 5 A HEEEZLS UM Kwon et al, 2023
tion (VLLM) % #], ¥ KV Cache k'] o
A Bl & K89 Page,
BENEASEIL,
JHRA R, ®A
batch 32 Aet
Speculative  Decode ®T4&# (FH 1 A IFAEA k4 Leviathan et al, 2023;
Decoding token) M k NMEiL token, Chen et al, 2023

B R KA —% for-
ward FATIRIE, %
EEATE, RIAEY
% % token W 47
Vi
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9.3 FlashAttention-2

FlashAttentlon 2 & FlashAttention #9 & # A A, A8 T4 R i@ i 93 (Tiling) + K2 &
A E MG T A A (HBM) # £ /7 £ SRAM W Zak, # %7 HBM T4 256 N x N iE
BNIEGEATEERENFH QKT 62 45 R 5 W HBM B9 & 4 softmax, % 57| K& N &
KB, X— 5 ke A G LR AE AT+ H A F . FlashAttention i i$ /£ 4% safe softmax
FE¥ softmax MR T &6 kAt 2, EFEANRIE SRAM ¥ £ AR ER— 1 H—
BRI, B &S (1) B HBM #7515 ﬁ—%#@&aﬁﬁ%méE$MM
(2) 24 £ #7 softmax 12— A T, LE £ B R ¥ ;(3) R @ +%#48F:8 i$ 7+ H (recomputation)
KRB G T W3E, HLETFHM ON?) IEH O(N).

FlashAttention-2 /& % — X A sk Lt —F AL : (1) ¥ & 78 2R A batch/head % B 4% £ /7] K
B, =& GPU F47 K (2) MV IE4EE R A2 H (non-matmul FLOPs) &b (3) ik
warp ] 49 TAE X 5 vAE BL A7 49 GPU 4 M.

AR : AARAEEE S, MNAHEER ERA 2-445, 245 AMO(N?) 5% O(N),
&Q&LT{@U(%am‘mmmmm)%m%éimmiﬁﬁ?ﬁo

AR N LER (80M A%, ¥ GPU):

B & MR 245 A
#7472 % /) (L FlashAttention) %96 /) BF %) 24 GB
J& B FlashAttention-2 294 . 8F £ 18GB
& -33% -25%

B b T L, FlashAttention-2 7 AR B /) AAEAE A FARAR AR T TGk 5 R G54, Ik
T H Y HBM 37 ) Fe of 18] 380& A% 69 oSl .

10 Z L

10.1 £ 28 P2 324K 20 dn JE ) 45 52 4%

Jo BARAL B2 ) KARA R TIN5, BAVHEH AR £ B AR Ao 2536 00 RAD, T RN K%
B 0] 3 AT 2R 5 o

BEAA=: £—, SOM9BEALAH K, BARLKXEAR, A€ 5 A E6 KAEAR 4R
%%L,ﬁi,wMﬂﬁ%%m%%ﬁﬁTL($ﬁEE$%mwim 296 B, faik
FORIEHAEFT AR, H=, LR EEH— E——80M K /8GRI & ik b ARARTE 3] 24X,
KAE A 25342 P 89 B AP ALK Ao 52 FRPLEKR

10.2 KAL) X IE 7 T &
KB P AT AAED LIE X6 bug, AE R KD AN LMK F R, BRET RS
| 2B 18]

Bug 1: TransformerBlock %724 7K nn.Module, ZEAEAIILE RS transformer block £ &
125 (nn.Module) K., XFHIZ KXW A nn.Parameter A= F 423k (RMSNorm. MultiHea-

46



dAttention. SwiGLU) 7% ik#% PyTorch 9 model.parameters() B #) K I ——iX & A A KA
BYRBEE, TETALA 5N %, MEAARGER 5 ALEHKBLTARET (EFGNEMEL
L5235 £4), BMHETRAT LARBAKSHKEFA, so_E nn.Module ZBKE, Bk
SR ER T,

Bug 2: Tokenizer =0 N7k 5§ 5. 4& BPE I Z At B, HRAVSILF > FHFG S
ANF BRI FAL 22 RA——BAIN KRG R AR A RBINAG A, 12 1&g 40k
5, ARESMNTFHIREGRKKERBI AR ERABLEEL—ALKWT XL, AEZ
2| max_tokens EFko XA~ bug 8914 8 A F R A 4 AL F I BT AR AF 7K token AR IE A A N33 K
Fa | 52 A&, 1218 A %A 1 tokenizer & & B MK, A F|EZN AL KIE) A,

E A~ bug I A AMEIRE ZZ )5 — X &5 MK, Tokenizer #)MiX (% #-ff 74— H
M. 4¥7k token & IE) | AR GG MK (ﬁ%{i‘ﬁfﬂll%'fﬂi‘iﬁ\ AE-R e RS MR
) AL ZAATTIEE XN AZ AT Z R €30 24 B, TAA T 6 BTy L0 4.

103 — 2 &2 A HFEERE!I!

10.4 B AIE NI R FE BRI T K

BAVEZANTA B P 5 H AT F @B g 2 LER (51 F), 87 REE
EpA, HOEBET o=002%4H, BELRLEEAMH: AL B G (80M K4, 14
epoch. 14.58 1C token) T, B #4bM 3t w444 RIL-F XA %R

Tt & Xavier #1451, He #4540 L& ANV BBT ES 90, REMBG H £ FRiT K (R
FHEMERIE) R (RFEMBEE KR, BAHEAILE & ARk A2 AR 69457 K K
Fo XRAEA:
- 80M A FAEA GG MHAL T A AR F £, KRR (AdamW) A5 E X% % 699 45 F A AM2
s £ F
« 14.58 1C token #9952 & AILAR BI” 5907 45 L 69 % v

+ Pre-Norm ZE#) & F 3L 154K T 3t #4540 09 8 2 &

BHANENE LT IF AR R KAAEEAR (1B+ 28) XML (48+ &) £, IFER
L A A5 A 5 B SR AT HA AR R VE AR BLH R, AT BN R W 123t T AR B X AP
AL R I, 4G E B AR &4 T —— e it B A TR EF B MK L, M eiZ & TR
AR g

MR $IB’Z % V7 pertaring R 4IRS LG5 MABK 2 AT
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